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The manifold hypothesis
Manifold hypothesis: high-dimensional data lie close to low-dimensional structures.

x1

x2

x3

[Goldt et al., 2020]

– Local nonlinear relations between the measured coordinates.

– A low-dimensional structure independent of the coordinate system.
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https://arxiv.org/abs/1909.11500


A rotating object traces a closed curve

D = 16 384 pixels, one viewing angle θ ∈ S1.

[Nene–Nayar–Murase, 1996] COIL-20; Isomap from pixel distances.
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https://www.cs.columbia.edu/CAVE/software/softlib/coil-20.php


Manifold structure in images

Rotating objects
D = 16 384 pixels

d = 1
Viewing angle

[Nene–Nayar–Murase, 1996]

Pose and light
D = 4 096 pixels

tion to geodesic distance. For faraway points,
geodesic distance can be approximated by
adding up a sequence of “short hops” be-
tween neighboring points. These approxima-
tions are computed efficiently by finding
shortest paths in a graph with edges connect-
ing neighboring data points.

The complete isometric feature mapping,
or Isomap, algorithm has three steps, which
are detailed in Table 1. The first step deter-
mines which points are neighbors on the
manifold M, based on the distances dX (i, j)
between pairs of points i, j in the input space

X. Two simple methods are to connect each
point to all points within some fixed radius e,
or to all of its K nearest neighbors (15). These
neighborhood relations are represented as a
weighted graph G over the data points, with
edges of weight dX(i, j) between neighboring
points (Fig. 3B).

In its second step, Isomap estimates the
geodesic distances dM (i, j) between all pairs
of points on the manifold M by computing
their shortest path distances dG(i, j) in the
graph G. One simple algorithm (16) for find-
ing shortest paths is given in Table 1.

The final step applies classical MDS to
the matrix of graph distances DG 5 {dG(i, j)},
constructing an embedding of the data in a
d-dimensional Euclidean space Y that best
preserves the manifold’s estimated intrinsic
geometry (Fig. 3C). The coordinate vectors yi

for points in Y are chosen to minimize the
cost function

E 5 \t~DG! 2 t~DY!\L2 (1)

where DY denotes the matrix of Euclidean
distances {dY(i, j) 5 \yi 2 yj\} and \A\L2

the L2 matrix norm =Si, j Ai j
2 . The t operator

Fig. 1. (A) A canonical dimensionality reduction
problem from visual perception. The input consists
of a sequence of 4096-dimensional vectors, rep-
resenting the brightness values of 64 pixel by 64
pixel images of a face rendered with different
poses and lighting directions. Applied to N 5 698
raw images, Isomap (K 5 6) learns a three-dimen-
sional embedding of the data’s intrinsic geometric
structure. A two-dimensional projection is shown,
with a sample of the original input images (red
circles) superimposed on all the data points (blue)
and horizontal sliders (under the images) repre-
senting the third dimension. Each coordinate axis
of the embedding correlates highly with one de-
gree of freedom underlying the original data: left-
right pose (x axis, R 5 0.99), up-down pose ( y
axis, R 5 0.90), and lighting direction (slider posi-
tion, R 5 0.92). The input-space distances dX(i, j )
given to Isomap were Euclidean distances be-
tween the 4096-dimensional image vectors. (B)
Isomap applied to N 5 1000 handwritten “2”s
from the MNIST database (40). The two most
significant dimensions in the Isomap embedding,
shown here, articulate the major features of the
“2”: bottom loop (x axis) and top arch ( y axis).
Input-space distances dX(i, j ) were measured by
tangent distance, a metric designed to capture the
invariances relevant in handwriting recognition
(41). Here we used e-Isomap (with e 5 4.2) be-
cause we did not expect a constant dimensionality
to hold over the whole data set; consistent with
this, Isomap finds several tendrils projecting from
the higher dimensional mass of data and repre-
senting successive exaggerations of an extra
stroke or ornament in the digit.
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d = 3
Two pose angles + light

[Tenenbaum–de Silva–
Langford, 2000]

Natural image patches
3×3 pixels, normalized

Topological Convolutional Layers for Deep Learning

(a) Normal (b) CF (c) KF

Figure 3: Table of weights (top row) and activations (bottom row) for 3 convolutional layers
(a),(b),(c) evaluated on a handwritten 5 from MNIST (initial data shown in Figure 1).
The first column (a) is a normal CNN layer (NOL) trained on one epoch of MNIST data
followed by 2 fully connected linear layers. This network has a testing accuracy of approx-
imately 99%. Second (b) is a Circle Filters (CF) layer. Third (c) is a Klein Filters (KF)
layer.

image at angle θ1 + π/2. Given a real number r, there is a 2D image patch FKt(θ1, θ2, r) given by
the translation of FK(θ1, θ2) by r units along the line through the origin at angle θ1, i.e. along the
line perpendicular to the lines in the image. One can extend this image to a video that is constant
in time. Videos that change in time are obtained by enlarging Kt to its tangent bundle T (Kt). The
tangent bundle consists of pairs of a point (θ1, θ2, r) ∈ Kt and a vector (u, v, w) tangent to (θ1, θ2, r).
The embedding FT (Kt) sends such a pair to a video patch FT (Kt)(θ1, θ2, r, u, v, w) that at time t
is the image FKt(θ1 + tu, θ2 + tv, r + tw). For example, FT (Kt)(θ1, θ2, 0, 0, 0, 1) is the video patch
that translates FK(θ1, θ2) at unit speed along the line through the origin at angle θ1. Similarly,
FT (Kt)(θ1, θ2, 0, 1, 0, 0) is the video patch that rotates FK(θ1, θ2) at unit speed.

Denote the coordinates on R3 × R3 by the variables (θ1, θ2, r, u, v, w). The variables (θ1, θ2, r)
parameterize Kt and the variables (u, v, w) parameterize the tangent spaces. To be precise, Kt is
given as the quotient of R3 by the relations (θ1, θ2, r) ∼ (θ1 + 2kπ, θ2 + 2lπ, r) for all k, l ∈ Z and
(θ1, θ2, r) ∼ (θ1 + π,−θ2,−r), and, similarly, T (Kt) can be described as a quotient of R3 × R3. We
suppress further discussion of these relations because they are only significant to this work in that
they are respected by the embeddings FKt and FT (Kt).

Let I = [−1, 1]. Denote by C(I2, I) the space of continuous functions I2 → I, which represent
image patches at infinite resolution, and similarly denote the space of video patches by C(I2× I, I).
The embeddings

FKt : Kt → C(I2, I)

and
FT (Kt) : T (Kt)→ C(I2 × I, I)

are given by

FKt(θ1, θ2, r)(x, y) = sin(θ2)(cos(θ1)(x+ r cos(θ1)) + sin(θ1)(y + r sin(θ1)))

+ cos(θ2)Q(cos(θ1)(x+ r cos(θ1)) + sin(θ1)(y + r sin(θ1)))

13

d = 2
High-density patch model

[Carlsson et al., 2008]
Filters: [Love et al., 2023]

Many pixels, few degrees of freedom.
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https://www.cs.columbia.edu/CAVE/software/softlib/coil-20.php
https://doi.org/10.1126/science.290.5500.2319
https://doi.org/10.1126/science.290.5500.2319
https://doi.org/10.1007/s11263-007-0056-x
https://jmlr.org/papers/v24/21-0073.html


Higher-dimensional data manifolds

Spoken letters
D = 617 acoustic features

A

B

1 200 400 617
Acoustic feature

C
−1

0

1
One row = one spoken letter

d̂MLE ≃ 17 ≪ 617
Shared anatomy and articulation

ISOLET, Table 4: [Gomtsyan et al., 2019]

Protein conformations
D = 595 distances per conformation

1 35
Backbone atom

1

35 0

15

30
Distances (Å)

d̂ ≃ 12–15 ≪ 595
Folded villin, pairwise Cα distances

[Cazzaniga–Giorgino, 2026]

Many measurements, few local directions of variation.
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https://proceedings.mlr.press/v101/gomtsyan19a.html
https://doi.org/10.1021/acs.jcim.5c02716


Wortschatz

A d-dimensional Ck submanifold M ⊂ RD is locally the image of a Ck embedding of Rd.

x

y

p x

y

p x

y

p

Implicit equations

x2 + y2 − 1 = 0 x =
√

1 − y2

θ

θ 7→ (cos θ, sin θ)

Local graphs Local coordinates

Correlations Regression Latent variables
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From data examples to statistical questions

An idealized observation model:

X1, . . . , Xn
iid∼ P, P ∈ P.

M := supp P

Model P encodes notions of regularity: dimension, smoothness, shape constraints, etc.

What can n observations determine under these assumptions?

Learn the geometry

M̂ ≃ M.

Learn to generate

P̂ ≈ P.
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Why ask for optimal rates?

For a model P, a target θ(P ) and a loss ℓ, the minimax risk is

Rn(P) = inf
θ̂n

sup
P ∈P

EP ⊗n

[
ℓ
(
θ(P ), θ̂n(X1, . . . , Xn)

)]
.

Upper bound. Which information suffices to construct an estimator?

Lower bound. Which perturbations remain statistically indistinguishable?

Matching the bounds identifies which assumptions determine the achievable
accuracy.
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Statistics without preferred coordinates

Rotations preserve the geometry, but may destroy a graph over fixed coordinates.

Better not to choose a coordinate system?
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Reach: a uniform geometric scale

rchM

M

Med(M)

[Federer, 1959] The reach of M is

rchM = dist
(
M, Med(M)

)
.

The medial axis consists of points
with several nearest neighbors in M .

Within distance rchM : unique
projection.

For smooth manifolds: curvature and separation of branches.
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https://www.jstor.org/stable/1993504


What makes the reach small?

Curvature

M
rchM

Med(M)

“M ∈ C2(1/rchM ) ...

Bottlenecks

M

Med(M)

rchM

... Within ambient balls of size rchM ”

The reach is attained by curvature or by a bottleneck.

[Aamari, Kim et al., 2019]
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https://arxiv.org/abs/1705.04565


Insights and estimation of the reach

– [Federer, 1959] For all x, y ∈ M , dist(y − x, TxM) ⩽ ∥y−x∥2

2rchM
.

Furthermore,

1
rchM

= sup
x ̸=y∈M

2dist(y − x, TxM)
∥y − x∥2

↪→ Plugin estimator of rchM using tangent spaces [Aamari, Kim et al., 2019]

M

TxM

dist (y − x, TxM)
∥y − x∥

y

x

– [Boissonnat–Lieutier–Wintraecken, 2019]

rchM = sup
{

r > 0 | ∀x, y ∈ M, ∥x − y∥ < 2r ⇒ dM (x, y) ⩽ 2r arcsin
(
∥y − x∥/2r

)}
.

↪→ Plugin estimator of rchM using geodesic distances [Aamari–Berenfeld–Levrard, 2023]
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What can go wrong with nearly coincident sheets?

β0 = 2; Vol ≃ 2. β0 = 1; Vol = 1. β0 = 1; Vol ≃ 2.

Microscopic curvature and Hausdorff variations with jumps in topology and volume.

Hausdorff accuracy alone does not control every geometric quantity.
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X1, . . . , Xn 7−→ M̂

3
Generative
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Learning the support of a distribution

X1, . . . , Xn ∼ P −→ M̂ ≈ M := suppP.

Assume first that P satisfies:

– (smoothness) M is a compact connected d-dimensional C2 submanifold without boundary,
– (bounded reach) rchM ⩾ rchmin > 0,

– (bounded density) 0 < fmin ⩽ dP/dHd
M ⩽ fmax < ∞.

M

Denote by Prch the set of distributions satisfying these conditions.
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A reconstruction theorem

Theorem [Aamari–Levrard, 2019]

If P ∈ Prch, one can build an estimator M̂PATCH based on data points X1, . . . , Xn such that

dH
(
M, M̂PATCH

)
⩽ C

(
log n

n

)2/d

w.h.p..

Here, C = Crchmin,d,fmin,fmax does not depend on the ambient dimension D.

→ Other estimators achieving the same Hausdorff rate:
- Empirical risk manifold minimizer [Genovese et al., 2012]

- Local Tangent Delaunay triangulation [Aamari–Levrard, 2018]

- Local convex hulls [Divol, 2021]
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Ingredient I: approximation theory
Theorem [Aamari–Levrard, 2019]

For ∆ ≲ rchmin, assume that we have a point cloud X ⊂ RD that is:

– close to M : max
x∈X

dist(x, M) ≲ ∆2/rchmin,

– a covering of M : sup
p∈M

dist(p, X ) ≲ ∆,

together with a family TX of linear spaces that

– approximate tangent spaces: max
x∈X

∠
(
TπM (x)M, Tx

)
≲ ∆/rchmin

One can build a local linear estimator M̂PATCH (X ,TX ) such that dH
(
M, M̂PATCH

)
≲ ∆2/rchmin.

M

X
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Ingredient I: approximation theory

dH(M,X ) ≤ ∆

M̂PATCH

dH(M, M̂PATCH) ≲ ∆2

rchM

RD−d

Rd≤ ∆

RD−d

Rd

∥f − f̂∥ ≲ ∥∇2f∥∞∆2
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Ingredient II: local PCA

Define T̂ PCA
j to be a minimizer of

T̂ PCA
j ∈ argmin

T
P (j)

n

[
∥x − πT (x)∥2 1B(0,h)(x)

]
,

where:
- P

(j)
n denotes the integration with respect to 1

n

∑
ℓ ̸=j δXℓ−Xj ,

- T ranges in the set of d-planes of RD.

h

Xj
T̂PCA
j
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n
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Theorem [Aamari–Levrard, 2019]

For h ≍ (log n/n)1/d, with high probability,

max
1⩽j⩽n

∠(TXj M, T̂ PCA
j ) ≲

(
log n

n

)1/d

.
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Manifold estimation from a random sample

Proposition [Aamari–Levrard, 2019]

With high probability, an i.i.d. sample Xn = {X1, . . . , Xn} from P ∈ Prch fulfills:

- max
Xj∈Xn

dist(Xj , M) = 0 - sup
p∈M

dist(p,Xn) ≲ (log n/n)1/d
.

The family of d-planes (T̂ PCA
j )n

j=1 built from local PCA fulfills

max
Xj∈Xn

∠
(
TXj

M, T̂ PCA
j

)
≲ (log n/n)1/d

.

⇒ With high probability, we get precision:

ε = dH
(
M, M̂PATCH

)
≲

(
log n

n

)2/d

.

This rate is minimax optimal.
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Manifold estimation under reach condition
M̂PATCH

Theorem [Aamari–Levrard, 2019]

Under the reach condition, local PCA yields
a union of affine patches such that

sup
P ∈Prch

E dH
(
M, M̂PATCH

)
≲

(
log n

n

)2/d

.

↪→ Possible to recover the exact topology of M with triangulations [Aamari–Levrard, 2018]

↪→ Possible to adapt to Ck smoothness with rate (log n/n)k/d [Aamari–Levrard, 2019]

↪→ Possible to adapt to ∂M ̸= ∅, with rate (log n/n)2/(d+1) [Aamari–Aaron–Levrard, 2023]

↪→ Possible to impose differential privacy and handle adversarial noise [Aamari–Knop, 2024]

↪→ Possible to bypass the reach assumption! [Aamari–Berenfeld, 2024]
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Manifold estimation under reach condition
M̂PATCH

Theorem [Aamari–Levrard, 2019]

Under the reach condition, local PCA yields
a union of affine patches such that

sup
P ∈Prch

E dH
(
M, M̂PATCH

)
≲

(
log n

n

)2/d

.

↪→ Possible to recover the exact topology of M with triangulations [Aamari–Levrard, 2018]

↪→ Possible to adapt to Ck smoothness with rate (log n/n)k/d [Aamari–Levrard, 2019]

↪→ Possible to adapt to ∂M ̸= ∅, with rate (log n/n)2/(d+1) [Aamari–Aaron–Levrard, 2023]

↪→ Possible to impose differential privacy and handle adversarial noise [Aamari–Knop, 2024]
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Several objects, several view trajectories

20 objects, 72 views each: 1 440 images in R16 384.

1

2

3

4

5

67

8

9

10

11

1213

14

15

16

17

18

19

20

The three toy cars trace nearly overlapping loops in this UMAP view.

[Nene–Nayar–Murase, 1996] COIL-20; cosine pixel distance.
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Beyond the manifold hypothesis

Varying dimensions
Dimension estimates across image classes

Boxplots: classes red dots: whole dataset

[Brown et al., 2023]

Self-intersections
Must different classes stay apart?

Chihuahua or muffin?

[Know Your Meme, 2016]

Need to allow different dimensions and branches that meet.
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Statistical model without reach condition

Single-source model: X1, . . . , Xn
i.i.d.∼ Pd, where Md = supp(Pd) ⊂ RD satisfies:

– (smoothness) Md is a compact immersed C2 manifold of dimension d, without
boundary;

– (bounded curvature & volume) κ(Md) ⩽ κmax and V(Md) ⩽ Cd;
– (bounded density) 0 < fmin,d ⩽ dPd/dHd

Md
⩽ fmax,d < ∞.

P2 ∈ P2P1 ∈ P1

Denote by Pd the set of distributions satisfying these conditions.

At intersections, several directions can coexist ⇒ Local PCA fails.
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Union of manifolds hypothesis

Mixture model: P =
K∑

k=1
αkPdk

, Pdk
∈ Pdk

.

1 ⩽ d1 < · · · < dK < D,

αk ⩾ αmin > 0,
∑

k

αk = 1.

Denote by Pmix the set of distributions satisfying these conditions.

Stratification learning
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The Slabeling algorithm
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Manifold estimation without reach condition

Theorem [Aamari–Berenfeld, 2024]

W.h.p., for all k ∈ {1, . . . , K},

dH(M̂dk
, Mdk

) ≲
(

log n

n

)2/dk

.

M1

M̂1

Also recovering:
– Number of components K

– Active dimensions d1, . . . , dK

– Dimensionwise clustering
– Tangent cones up to displacement
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A few key questions in manifold learning

Stable models
Tractable assumptions preserved by mixtures and postprocessing?

Smooth curve Intersections Different dimensions

d = 2

d = 1

Boundary/corners

corner

Noise

Noise
Which noise levels still allow geometric recovery?
[Genovese et al., 2012] [Puchkin–Spokoiny, 2022]
[Aizenbud–Sober, 2021] [Fefferman et al., 2023]

Smooth curve Intersections Different dimensions

d = 2

d = 1

Boundary/corners

corner

Noise

Volume estimation and uniform resampling
Can we do better than reconstructing the support?
[Baldin–Reiß, 2016] [Arias-Castro et al., 2019] [Brunel, 2014]
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1
Data geometry
and regularity

2
Manifold
learning

X1, . . . , Xn 7−→ M̂

3
Generative
modeling

X1, . . . , Xn 7−→ X̂n+1



Learning to resample a distribution

X(1), . . . , X(n) ∼ P −→ X̂(n+1) ≈ P.

GANs (used to...) search directly a pushforward map g : Rd → RD:

X̂(n+1) := ĝ(U (n+1))

with ĝ learnt adversarially.

↪→ Minimax-optimal estimation in intrinsic dimension d

[Stéphanovitch–Aamari–Levrard, 2024]
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Generating by a flow

Instead of fitting one map, Markovian methods learn the dynamics of moving particles:

X̂(n+1) := X̂t=1 where
{ ˙̂

Xt = v̂t(X̂t)
X̂t=0 = G ∼ N (0, ID)

p0 = N (0, ID) p1 = P

How can we learn a nicely behaved velocity?
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Generator matching

Fix a target z, and draw G ∼ N (0, Id).

Xz
t = (1 − t)G + tz, vz

t (x) = z − x

1 − t
, t < 1.

0 1 t

Every path goes straight to the same target z.

29 / 35



Generator matching

Draw Z ∼ P independently of G ∼ N (0, Id).

Yt := XZ
t = (1 − t)G + tZ, pt = L(Yt).

0 1 t

Every path keeps its own target Z.

29 / 35



Generator matching
For t < 1, follow Ẋt = vt(Xt), with X0 ∼ N (0, Id), where

vt(x) = E
[
vZ

t (XZ
t ) | XZ

t = x
]

= E[Z − G | Yt = x].

0 1 t

L(Xt) = L(Yt) = pt for every t.
Same distributions at each time, different trajectories.

[Lipman et al., 2023]
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Score trick

The target velocity field has the conditional expectation form

vt(x) = E
[
vZ

t (XZ
t ) | XZ

t = x
]

.

0 1 t

Conditional paths through (t, x)

(t, x)

vt(x)

0 1 t

Flow of the averaged field

(t, x)

vt(x)

⇒ On any interval I with finite square loss, for any candidate class VI ,

argmin
w∈VI

∫

I
E

X∼pt

[
∥wt(X) − vt(X)∥2]

dt = argmin
w∈VI

∫

I
E

Z,G

[
∥wt(XZ

t ) − vZ
t (XZ

t )∥2]
dt.
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Ingredient I: Velocity matching and concentration

Given Z1, . . . , Zn
iid∼ P , estimate on I = [a, b] ⊂ (0, 1):

v̂I ∈ argmin
w∈VI

1
n

n∑

i=1

∫

I
E

G∼N (0,ID)

[
∥wt(XZi

t ) − vZi
t (XZi

t )∥2
]

dt.

Proposition [Stéphanovitch–Aamari–Levrard, 2025]

For Gaussian paths, under suitable envelope and tail assumptions,
∫

I

∥v̂I,t − vt∥2
L2(pt) dt ≲ inf

w∈VI

∫

I

∥wt − vt∥2
L2(pt) dt + 1

n
log

[
N (VI , ∥ · ∥∞, n−1) ∨ n

]
.
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Ingredient II: Stability of dynamics

Proposition
Write pt = L(Xt) and p̂t = L(X̂t), with Ẋt = vt(Xt), ˙̂

Xt = v̂t(X̂t), and X0 ∼ X̂0. Then,

W1(p1, p̂1) ⩽
∫ 1

0
e

∫ 1

t
L̂s ds∥vt − v̂t∥L1(pt) dt, L̂s := sup

x
λmax(Dv̂s(x)).

Here λmax(A) := sup∥u∥=1⟨Au, u⟩.

x1
x2

s = 0 s = 1
2 s = 1

v0 v̂1/2

Xt

x0

X̂1

X1

Γ(t)

X̂s

Xs

Constrain the learned field so that
∫ 1

0 (L̂s)+ ds ≲ 1.
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Ingredient III: Induced regularity of the score
The target distribution enters through posterior averaging:

pt(x) =
∫

pz
t (x) P (dz), vt(x) =

∫
vz

t (x)pz
t (x) P (dz)

pt(x) .

For the following bounds, take pz
t = N (tz, (1 − t2)ID), 0 < t < 1:

vz
t (x) = z − tx

1 − t2 , vt(x) = x + ∇ log pt(x)
t

.

Proposition [Stéphanovitch, 2025]

Assume p⋆ = e−U+a, with U smooth and strongly convex, a is β-Hölder (β > 0), with controlled
tails and derivatives.

sup
x

λmax(Dvt(x)) ≲ t

(1 − t2)1−δβ
, δβ := β ∧ 1

2 > 0.

Moreover,
∥∂k

t Dj
xvt∥L∞(Aε

t
) ≲ (1 − t2)−

(1+j+2k−β)+
2 , pt(Aε

t ) ⩾ 1 − ε.

Smoother target p⋆ ⇒ Smoother vt ⇒ Faster estimation rates.
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A statistical guarantee for score models

Let Pβ denote the preceding full-dimensional density model, with shape, tail and
derivative bounds controlled.

Theorem [Stéphanovitch–Aamari–Levrard, 2025]

Score matching over suitable constrained neural classes, with tuned initialization and early
stopping, gives minimax optimal rate

sup
p⋆∈Pβ

E W1(P, P̂ ) ≲ n− β+1
2β+D , P (dx) = p⋆(x) dx.

Same analysis for ODE sampling and SDE sampling.
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A few key questions in generative modeling

Generator matching
Beyond flows and diffusions: learn jump dynamics?

Drifting
Dynamical training, single-shot generation. Statistical accuracy?

Intrinsic data geometry
Sharp rates under weaker geometric assumptions?

Smooth curve Intersections Different dimensions

d = 2

d = 1

Boundary/corners

corner

Noise
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